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Abstract. Mobile app providers have access to, and gather, large amounts
of personal data. The exact data varies by app provider and is described
in lengthy privacy policies with varying levels of transparency. Privacy
policies with a low level of transparency hamper users from making educated decisions about the data that they want to share with third parties.
In this paper, the Privacy Policy Benchmark Model is presented based
on existing literature and applied to a selection of 20 mobile applications and their privacy policies. The Privacy Policy Benchmark Model
is used for evaluating the transparency and quantity of data that is collected. The model consists of two aspects: the amount of data mobile
app provides collect and the transparency of those privacy policies. The
examined providers are transparent about what they collected and how
they use it. They are less transparent about other topics such as the
location of the stored information and how information is processed after removal, making privacy and usage considerations more difficult for
users on those specific matters.
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Introduction

Consumers have an intimate connection with their mobile devices and these
devices contain sensitive information about the user. The sensitive information
is used for personalizing advertisements. Personal advertisements make the advertisement space more valuable to the advertisers, and therefore it allows the
mobile application (from now on: “app”) providers to sell the advertisement
space for a higher price [8]. App providers can also use gathered personal data
in other ways, for instance to improve their application and provide services or
identifying new potential users of the app and services.
The data collection and business models of the providers lead to a conflict of
interest between the users and the developers of an app [1]. On the one hand,
it makes sense for a user to protect his or her privacy. On the other hand,
personal information is used to improve customer satisfaction and to generate

revenue for the application provider. The conflict of interest is validated by prior
research which showed concerns of app users [17, 18]. Another research showed
that 57% of the worries of application users reached the height in which they
either deleted applications or refused to install them in the first place [4]. The
application providers use privacy policies to communicate about what personal
data they gather and how this data is used. Unfortunately, the privacy policies
typically do not address the concerns of end-users [12] and those policies are too
much of a burden to be practical and effective [11]. The privacy concerns and
the criticism on polices led to the following research question:
– How can the transparency of privacy polices be measured in a
standardized way?
In this study, a benchmark is done on the privacy policies of the leading app
providers. The benchmark helps shed light onto the data that is collected by the
app providers, and how transparent they are with regards to this collection of
personal data. There has been no previous research in this domain, resulting in
a severe lack of knowledge with regards to the contents and transparency of the
privacy policies of the leading app providers. Generating more knowledge about
these privacy policies is of value, because it helps consumers to make educated
decisions about which apps they could use without sharing more personal information then they would like. Using this information, consumers can determine
whether the privacy cost of using apps is worth it to them. In order to give
users a quick overview of the collected data and privacy policy the Privacy Policy Benchmark Model was created, which can be used to decrease the effort for
users to reason about applications and personal information.
The next section of the paper contains a literature study that provides the
context in which this research is framed. Section 3 explains the research methods
used when executing this study. In section 4, the gathered data is analysed, and
the results, which give a benchmark of the examined companies, are displayed.
The paper ends with a discussion about the results in section 5.
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Literature Study

In order to create a deeper understanding of the context of this study, a few
related topics from prior research that explore privacy in mobile ecosystems are
discussed. These cover mobile applications (section 2.1); privacy sensitivity of
those mobile applications (section 2.2) and privacy policies (section 2.3).
2.1

Mobile applications

The growth of the use of smartphones over the last few decades is remarkable. The main drivers for this growth are the computation, communication
and sensing capabilities they provide [2]. These capabilities are used by (third
party) developers in order to create a large variety of applications. Google Play,
the Android app store, provides Android users with over 3.300.000 applications
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(September 2017), and is still growing [3]. The user habits concerning mobile
apps shift from a consuming role to a more participative role, which usually involves user-generated content like photos (e.g. Instagram, Snapchat), texts (e.g.
Whatsapp, Messenger) and personal experiences (e.g. Facebook, LinkedIn) [9].
Due to the decreasing costs of data storage there is no to little necessity to
delete this data [15]. These trends, in combination with the growing number
of app providers, nourish privacy concerns amongst users. It raises questions
about what personal data is stored and how personal data is handled within
such ecosystems.
2.2

Privacy concerns and Regulations

A survey held in 2012 amongst 2.254 US adults, showed that 57% of the people
have either uninstalled an application or declined to install it because of concerns
about sharing personal information [4]. Privacy of user data is a much discussed
topic [4–6], and many related works show the concerns of users [17–19].
In order to facilitate a secure IT environment the EU Parliament approved of
new regulations concerning data protection (April 14th 2016). This law, starting
at the 25th of 2018, is called the General Data Protection Regulation (GDPR)
and replaces the Data Protection Directive 95/46/EC from 1995. It’s main goal
is to protect and empower all EU citizens data privacy. Two changes have huge
impact related to this research. A) the new law increased the territorial scope,
which means that all companies processing the personal data of data subjects
residing in the Union, need to comply; and B) the conditions for consent have
been strengthened and companies are obligated to give the request for consent
in an intelligible and easy accessible form [7].
To be clear about what is being collected and how this information is used,
companies create privacy policies. These policies state terms, which, in most
cases must be accepted before (all functions of) applications can be used. These
terms are, for example, about what type of information they collect or with what
third parties they share this information.
2.3

Privacy Policies

Prior research on privacy policies criticizes about the way they are set up. The
research of Jensen and Potts [11] focused on privacy policies of websites and
determined that significant changes needed to be made to the practices in order to meet regulatory and usability requirements. In this research the privacy
policies were measured with policy accessibility (are the privacy policies easy to
find) readability (is the privacy policy easy to understand) and content (what
does the privacy policy show). The primary finding was stated as: ”Too much
of a burden is put on the end-user by failing to provide adequate notification of
changes, or presenting privacy policies in language the user can understand.”
[11]. Another research in this area, analyzing fifty privacy policies, resulted in
two general improvements. First, privacy policies must focus more on the privacy
concerns of the public instead of only covering their own practices; and second,
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they have to avoid vague language and present the content in a more suitable
and readable format [12].
Applications differ in the data they collect of users. The NSTIC (a US governmental cybersecurity department) distinguished ten types of personal data:
identity, relationships, communication, context, content, governmental records,
financial, health, activity and ePortfolio [13].
Although much research has focused on privacy policies there is a lack in
literature available about how to benchmark privacy policies. This research tries
to fill this gap by creating a model which can be used in order to analyse two
variables: the data collection and the transparency of privacy policies. The model
is tested on the privacy policies of the app-provider of the top 20 apps from the
iTunes store in 2017.
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Research methods

In this paper, a benchmark model for analyzing the transparency of privacy
policies in the mobile app ecosystem is proposed. The benchmark was created
using Jetmarovas benchmarking cycle [14]. According to her research, a benchmark consists of four distinct phases: a planning phase, where internal data is
analysed in order to determine what should be benchmarked; a data collection
phase, where data from external sources is collected; a data analysis phase, in
which the results are analysed; and an adaptation phase, in which the results
from the benchmark are applied in context.
3.1

Planning

The purpose of the planning phase of the benchmarking cycle is to determine
what should be benchmarked. While the domain of the study has already been
established (the transparency of privacy policies in the mobile ecosystem), the
exact focus of the research had to be clarified in more detail.
The goal of the proposed benchmark is to analyse the privacy policies of apps,
and classify them into different categories. These categories had to be based
on the transparency about, and the quantity of personal information gathered
by mobile app providers. Summarized, the benchmark needed to answer two
questions about the analysed companies:
– How much personal information are mobile app-providers gathering?
– How transparent are mobile app-providers about the types of personal information they are collecting, how this information is processed, and how it is
used throughout the mobile ecosystem?
Based on these questions, it was observed that the benchmark needs to have two
main variables: a score for the transparency of an app providers privacy policy,
and a score for the quantity of data that is collected by an app provider.
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Assigning a score to the transparency variable. The transparency score of
the privacy policies focused on grading the completeness of a privacy policy. The
privacy policies of the 20 most popular apps in 2017 on the iOS ecosystem [16]
were analysed to create objective grading criteria for said completeness. Based
on this analysis, we identified different subjects that app providers could provide
information about in their privacy policies. These subjects that app providers
can discuss in their privacy policies are referred to as transparency categories in
the rest of this paper.
Each previously transparency category has different topics that need to be
described. A transparency point is added to the transparency score for each category topic that is discussed in the privacy policy. All topics in the transparency
category are weighed the same. By measuring the sum of the points awarded
to each transparency category, it is possible to compare privacy policies to each
other.
The categories are briefly described below:
How the data is used. The goal of this transparency category is to determine
if app-providers tell users what their personal information is used for. Appproviders can score transparency points by describing that the data is used for
personalized advertisements, identifying users, matching users, or for improving
the application.
With whom the data is shared. Thanks to this category, a part of the transparency score stems from how transparent app-providers are about who they
share users personal information with. App providers can score points for describing that the data is shared with nobody, shared with third parties, by listing
a partial list of parties, or by listing all parties that the data is shared with.
How the data is stored. App-providers can also earn transparency points by
describing how their data is stored. Do they tell users in which geographic region
the data is stored? Does the privacy policy describe whether the data is stored
on an organizations own infrastructure or the infrastructure of third parties?
How the data is secured. Personal information should be secured well because
leakage of personal information could have far-reaching consequences. For this
reason, app-providers can earn transparency points for describing how their data
is protected, and stating why it is stored securely.
Account removal. Often, deleting an account does not delete the associated
information from an organizations servers. App-providers can earn points by
describing whether accounts from their services can be deleted, and whether
this account deletion will also fully delete the related information from their
servers.
Readability. Legal documents like privacy policies can sometimes be hard to
read. If consumers cannot understand the privacy policy, this makes it worthless
to them. For this reason, a readability score is also assigned to the privacy
policies. Readable.io has created an algorithm, that scores the readability of
text based on a variety of criteria. Their grade considers factors like how many
difficult words a text contains (tested with the New Dale-Chall Score), and how
complex the sentences are (using tests like Flesch Reading Ease). Readable.io
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assigns texts a grade from A to E. In the Privacy Policy Benchmarking Model,
an A earns 5 points, a B results in 4 points, a C earns 3 points, a D results in 2
points, and an E gets rewarded with 1 point.
It is important that the score from this category variable only relates to
whether an app-provider is transparent about their data collection, not about
the quantity of data that is actually collected. Even if the privacy policy does say,
for example, that personal information will or will not be used for personalized
advertisements they will in both scenarios retrieve a score in our Benchmark
Model, because they are transparent about that specific topic.
Assigning a score to the amount of data gathered variable. There are
many different types of personal information that an organization can gather,
and different apps gather different data. As an example, a shopping app might
collect credit card information, while a navigation app might primarily store
location data.
An existing study by Davis et al. [10], identified the different personal information artefacts that organizations can gather. He classified these artefacts
into groups. In our Privacy Policy Benchmarking Model, a score is assigned to
the amount of gathered data by searching for the collection of each personal
information artefact identified by Davis. The amount of collected artefacts in
each personal information type group identified by Davis, provides information
about the types of data that is collected by the app providers.
The Privacy Policy Benchmark Model. In order to make the framework
easily replicable for other researchers, the grading systems for the two variables
were incorporated into an Excel sheet. Using this sheet, researchers can turf
which personal information artefacts are collected according to the privacy policies and what topics are discussed in the privacy policy. After making these
turfs, scores for the transparency and amount of data collected are automatically generated. The sheet also shows the exact formula and definitions that are
used.
3.2

Data collection

In the second phase of the benchmark cycle, the benchmark is used for analyzing external data sources. In this study, the Benchmarking Model that was
described in the previous section is used for analyzing the privacy policies of a
small selection of leading mobile apps.
We wanted to do the first data collection process by hand. Manually doing
the data collection, and manually applying the benchmark provided more opportunities for evaluation of the model itself. Any errors would be more visible
when manually reading privacy policies and calculating scores, then when this
would be done in an automated fashion. Because of the considerable time it
takes to analyse a privacy policy, and the limited amount of manpower that was
available, the number of apps that could be included in the data collection phase
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of the benchmarking cycle was limited. Therefore only a small sample of apps
could be included in the study. Apple recently published a list of most 20 popular
apps on the iOS mobile ecosystem in 2017 [16]. All these apps were also released
and successful on Android, making this study applicable to mobile ecosystems
in general, not just for Apples iOS.
These 20 most popular apps, were published by 15 app providers. In the
data collection stage of the study, the privacy policies of these app providers
were saved as PDF documents. All mentions of one of the personal information
artefacts or transparency topics were highlighted in these PDF documents. Based
on these mentions, the benchmarking framework was filled in.
Whilst and after filling in the Benchmarking Model for the 15 privacy policies,
no errors were observed in the benchmark. This means that the data collection
can be automated in future research.
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Data Analysis

During the data analysis process, step three of the benchmark cycle, the previously described benchmarking model was completely filled in. The collected
privacy policies have been structurally reviewed, and rated in the Privacy Policy
Benchmark Model. The derived Privacy Policy Benchmark Model with example
app provider privacy policy data is shown in figure 1.
Each privacy policy was saved at the time of reviewing and the topics we
relied on are marked through these privacy policies. Due to space constraints,
the raw data of the model is not included in this paper. The raw collected and
reviewed data1 is public available. Visualizations of the gathered data in the
form of graphs, provide a better overview of the data.
1

bit.do/PrivacyPoliciesData
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Fig. 1. Privacy Policy Benchmark Model with example company data

4.1

Categorizing app-providers

The first artifact that was generated based on the gathered data, is a scatter
chart that places the analysed companies in three quadrants. This plot is shown
in figure 2.
Using this scatter plot, organizations can be placed into different categories
depending on the quadrant of the graph that they fall into. The first quadrant,
communicative disposers, refers to organizations that store relatively little user
data and communicate about this openly. The second quadrant, blunt hoarders,
contains companies that are collecting a large amount of user data, according
to the measured topics elaborated in section 3, but are transparent about this.
Finally, organizations in the third quadrant, silent disposers, do not store a large
amount of personal data but have opaque privacy policies.
Organizations in the bottom right quadrant are, from a theoretical point of
view, rare, and none are found in this research. The value for the amount of data
that is collected, is based on what data is stored by the organization according to
their privacy policy. If a company is so nontransparent that they secretly collect
a large amount of personal information without describing this in their privacy
policy, it is likely that they also score low on the transparency score.
These categories provide a valuable addition to the scientific community.
They can be used for classifying organizations in further research. Furthermore,
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these app-provider categories could also be useful for consumers, providing them
with a brief overview of how installing a mobile app would impact their privacy.

Fig. 2. The transparency and quantity of data collection of popular app providers

4.2

Types of collected data

The gathered data also shows what types of data organizations tend to collect.
Based on the data from the model, a crosstab was generated that show how
much data was collected in each of the previously identified personal information
categories. This crosstab is shown in figure 3.
The cumulative data that app-providers gather, provide more insights into
the types of personal information that are flowing around in mobile app ecosystems. The results clearly show that app-providers gather a large amount of data
on how users can be identified, which devices they are using the apps from, what
real-life relationships users have, and what their interests are. By contrast, little
data is collected about the health of users, their governmental records, or their
professional history.
This information might tell users more about what aspects of their lives they
are sharing when using their favorite apps. As an example, the authors of this
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paper do not expect users to know that they have shared their phone contacts
with numerous app-providers.

Fig. 3. Crosstab collected personal information per category

The results of the analysis showed that most app-providers use the data
that they are gathering in a similar manner. Almost all app-providers use the
gathered data for personalized advertisements, identifying users, and improving
the application. Furthermore, a large proportion of the app-providers also used
the data for matching users.
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Discussion

Based on the results of the study that is described above, multiple observations
were made. These observations are discussed in this section of the paper.
The first observation is that few app providers are transparent in their privacy
policies about where personal information is stored. Only Instagram, Facebook,
Pandora Music and Twitter mentioned anything about the geographical location
where data is stored. Scores for the other variables that determine data storage
transparency are also low across all analysed app providers. No app provider
earned a high score for information storage transparency.
The majority of app providers also had a low result on the users rights
transparency score, which is measured by how accounts and data can be removed.
Few app provides made it easy for users to look into the data that was stored
about them. Furthermore, the majority of app providers did not guarantee that
a user could fully delete personal information after it was collected.
Luckily, the app providers were more transparent about the data that they
are gathering in the other personal information categories.
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Another observation that can be made based on the results of the study, is
that the usage of personal information is similar for each app provider. Almost
all app providers use the personal data that they have gathered for personalized
advertisements, identification, and application and service improvements.
Finally it was possible to observe that the personal relations of users are one
of the most common types of personal information that are gathered by app
providers. App providers are even more likely to collect this information then
the interests of their users. The authors of this paper are curious to learn more
about why this information is so valuable to app providers.
5.1

Limitations

The first point of discussion is the method used for the research. The method is,
due to limited timespan, purely focused on privacy policies. No arguments can
be made on what app providers actually collect. This research does not audit
the examined app providers.
Another limitation that arose from the use of the privacy policies, was that
the interval of data retrieval was not considered in the benchmark model. The
privacy policies only describe that certain data is collected, not how often this
happens. However, collecting a certain information artifact every hour can have
a larger privacy impact then collecting it once.
A final point of discussion is the generalizability of the model outside of the
mobile app landscape. During this research the model is only used to go through
the privacy policies in this one branch. Beside these limitations it is also worth
mentioning that this model is only tested on 20 app privacy policies and not
validated outside this scope.
5.2

Future Research

A future research topic, would be finding out whether any companies secretly
belong to the undercover hoarders fourth quadrant. This can be researched by
requesting the personal data that companies have gathered, and determining
whether all this data collection is also stated in their privacy policies. Due to
the limited time this was not an option for this research, but requesting this,
and comparing this data to the privacy policy, would give insights in the honesty
of the policies and the companies.
It would also be valuable to see more research on why app providers gather
the data that they are gathering. This study has shed light on what information
the organizations are gathering, however it would be valuable to learn more
about the reasoning behind these decisions. This would provide users with the
knowledge that is required to make educated decisions about the data that they
want to share. If users do not know why their personal information is used, this
makes it more difficult to choose whether to share this personal information or
not.
Based on the research results we would like to do some suggestions to improve the way privacy policies are presented. The content of the policies is clear,
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but hard to read. We suggest a score, derived from the number of personal data,
that will give a better and faster insight for end users to review if they accept
how much personal information will be stored and processed when using that
particular application. Beside this number we would also like to suggest an additional score, which could be presented as a color, for the transparency based
on our Benchmark Model. Such a score could be added in app stores to provide
a quick review of the privacy scheme of the provider.

6

Conclusion

The goal of this research was to create a benchmark model to analyse privacy
policies in the context of the mobile app ecosystem. This goal was realized by
developing a Privacy Policy Benchmark Model based on current literature and
the reviewed top 20 applications privacy policies (provided by 15 app providers).
The model consists of two main aspects: a) the amount of data the app provides
state to collect; and b) the transparency of those policies.
YeWe succeeded in reaching this goal, with the creation of the Privacy Policy Benchmark Model. Using this benchmark model, the amount of data that
app-providers gather, and their transparency about this data collection can be
analysed. It also categorizes app-providers in three groups: communicative disposers, which store relatively little user data and communicate about openly;
blunt hoarder, collecting a large amount of user data and are transparent; and
silent disposers, who do not store a large amount of personal data and have
opaque privacy policies.
The Privacy Policy Benchmark Model gave a few insights on the examined
applications providers. Most of the application providers were not transparent
about where they store data, how personal information can be removed and
what happens with personal data after asking for account removal. On the other
hand are the companies transparent about what information they store and
how they use it. Almost all application use data for personal advertisements,
identification and application improvements. The most gathered data is about
personal relationships with other users.

References
1. Ngai, E. W., Gunasekaran, A. (2007). A review for mobile commerce research and
applications. Decision support systems, 43(1), 3-15.
2. Saksham Chitkara, Nishad Gothoskar, Suhas Harish, Jason I. Hong, and Yuvraj
Agarwal. 2017. Does this App Really Need My Location? Context-Aware Privacy
Management for Smartphones . Proc. ACM Interact. Mob. Wearable Ubiquitous
Technol. 1, 3, Article 42, 22 pages.
3. Statista. (December, 2017). Trends in Consumer Stats. Retrieved from
https://www.statista.com/statistics/266210/number-of-available-applicationsin-the-google-play-store/
4. J. L. Boyles, A. Smith, and M. Madden. (2012). Privacy and data management on
mobile devices. Pew Internet and American Life Project, Aug. 2012.

12

5. H. Almuhimedi, F. Schaub, N. Sadeh, I. Adjerid, A. Acquisti, J. Gluck, L. F. Cranor,
and Y. Agarwal. (2015). Your location has been shared 5,398 times!: A field study
on mobile app privacy nudging. In Proceedings of the 33rd Annual ACM Conference
on Human Factors in Computing Systems, CHI 15, pages 787796, New York, NY,
USA, 2015. ACM.
6. A. Felt, E. Chin, S. Hanna, D. Song, and D. Wagner. (2011). Android Permissions
Demystified. In Proceedings of the 18th ACM conference on Computer and communications security, pages 627638. ACM.
7. eugdpr (March 2018). Retrieved from https://www.eugdpr.org/key-changes.html
8. Dhar, S., Varshney, U. (2011). Challenges and business models for mobile locationbased services and advertising. Communications of the ACM, 54(5), 121-128.
9. Cuadrado, F., Dueas, J. C. (2012). Mobile application stores: success factors, existing approaches, and future developments. IEEE Communications Magazine, 50(11),
160-167.
10. Davis, M. (2010). Rethinking Personal Data Pre-Read Document. World Economic
Forum.
11. Jensen, C., Potts, C. (2004, April). Privacy policies as decision-making tools: an
evaluation of online privacy notices. In Proceedings of the SIGCHI conference on
Human Factors in Computing Systems (pp. 471-478). ACM.
12. Pollach, I. (2007). What’s wrong with online privacy policies?. Communications of
the ACM, 50(9), 103-108.
13. Hamlin, K., Gallagher, D. P., Grant, J. (2011). Response by Kaliya
Hamlin, Identity Woman. Retrieved from https://identitywoman.net/wpcontent/uploads/2011/08/NSTIC-NOI-Kaliya.pdf
14. Jetmarov, B. (2012). The Value Position of the Role of Knowledge Management and
Its Benefits for Benchmarking Application. Journal of Organizational Knowledge
Management, 2012, 1.
15. Stajano, F. (2004). Will your digital butlers betray you?. In Proceedings of the
2004 ACM workshop on Privacy in the electronic society (pp. 37-38). ACM.
16. Itunes. (December, 2017). Retrieved from https://itunes.apple.com/story/id1297105905
17. Malhotra, N. K., Kim, S. S., Agarwal, J. (2004). Internet users’ information privacy
concerns (IUIPC): The construct, the scale, and a causal model. Information systems
research, 15(4), 336-355.
18. Phelps, J., Nowak, G., Ferrell, E. (2000). Privacy concerns and consumer willingness to provide personal information. Journal of Public Policy and Marketing, 19(1),
27-41.
19. Wang, H., Lee, M. K., Wang, C. (1998). Consumer privacy concerns about Internet
marketing. Communications of the ACM, 41(3), 63-70.

13

